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The interpolation of head-related transfer functions (HRTFs) for 3D-sound generation
through headphones is addressed. HRTFs, which represent the paths between sound sources
and the ears, are usually measured for a finite set of source locations around the listener. Any
other virtual position requires interpolation procedures on these measurements. In this work
a definition of the interpositional transfer function (IPTF) and an IPTF-based method for
HRTF interpolation, recently proposed by the authors, are reviewed in detail. The formulation
of the interpolation weights is generalized to cope with azimuth measurement steps which
change with elevation. It is shown how to obtain a set of reduced-order IPTFs using tools such
as balanced model reduction and spectral smoothing. Detailed comparisons between the
accuracy and the efficiency of the IPTF-based and the bilinear interpolation methods (the
latter using the HRTFs directly) are provided. A practical set of IPTFs is built and applied to
a computationally efficient interpolation scheme, yielding results perceptually similar to those
attainable by the bilinear method. Therefore the proposed method is promising for real-time
generation of spatial sound.

0 INTRODUCTION

The interest in so-called 3D-sound techniques [1] has
increased recently. Besides cinema and home theater, they
can be found in applications ranging from a simple video
game to sophisticated virtual reality simulators. Also,
there is an increasing level of interaction between users
and the virtual environment in which they are immersed.
Contrasting with cases when the location and/or move-
ment of sound sources is predefined (as in a moving pic-
ture exhibition), which allow off-line digital signal pro-
cessing, interactive systems require real-time processing
[2] and may impose severe restrictions on the computa-
tional complexity.

The present work addresses the problem of spatial
sound generation employing reduced computational com-
plexity when the 3D sound for a single virtual source is
supplied binaurally through headphones. In this case the
direction of arrival of the sound can be controlled by fil-
tering the original monaural signal through a proper set of
previously measured head-related transfer functions
(HRTFs) [3], [4]. These functions model the paths from
the virtual sound source to the listener’s ears.

In practical systems only a finite number of HRTFs is
available. They are usually obtained from their corre-

sponding head-related impulse responses (HRIRs) mea-
sured under controlled conditions on a spherical surface of
constant radius only for a predefined set of elevation
angles � and azimuth angles � with respect to the ears of
a target head at its center. In order to place the sound
source at an arbitrary position on this surface, it is neces-
sary to estimate the HRTF associated with the desired
source location from the set of measured ones via an in-
terpolation scheme. In particular, a realistic rendering of
moving sound requires a large set of HRTFs so that no
noticeable discontinuity occurs along its path. As a con-
sequence, in real-time systems the computational cost to
perform HRTF interpolation must be kept to a minimum
without degrading the final perceptual result. In this sense
the tradeoff between accuracy and system complexity is
critical when designing 3D audio systems. The target here
is to render faithful location of a virtual sound source
moving rapidly under user control. One could think of
applications such as virtual reality simulators, video
games, or even films in which the perspective can be
controlled by the user.

When dealing with a single source,1 a straightforward
way to perform HRTF interpolation is the bilinear ap-
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1Some methods, such as [5], [6], provide alternatives to the
HRTF-based model. They split the overall model into two parts,
one related to the spectral characteristics, the other to the spatial
ones. This interpretation can be more efficient than the direct use
of HRTFs when dealing with a multisource case.
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proach [7], [1], which consists of computing the HRTF
associated with a given point on the reference sphere as a
weighted mean of the measured HRTFs associated with
the four nearest points that circumscribe the desired point.

Consider that a set of HRIRs was measured for fixed-
angle steps �grid and �grid relative to azimuth and eleva-
tion, respectively. An estimate of the HRIR at an arbitrary
coordinate (�, �) on the spherical surface, as shown in Fig.
1, can be obtained by

ĥ�k� = �1 − c���1 − c��ha�k� + c��1 − c��hb�k�
+ c�c�hc�k� + �1 − c��c�hd�k� (1)

where ha(k), hb(k), hc(k), and hd(k) are the HRIRs associ-
ated with the four points nearest to the desired position.
The parameters c� and c� are computed as

c� =
C�

�grid
=

� mod �grid

�grid
, c� =

C�

�grid
=

� mod �grid

�grid
(2)

where C� and C� are the relative angular positions defined
in Fig. 1.

Low-cost interpolation methods have been the subject
of several works [8]–[11], which usually focus on the
reduction of HRTF orders. Surprisingly, the way the
HRTF interpolation is carried out is not frequently ad-
dressed. In a recent work [12] the authors propose an
alternative interpolation procedure, similar in reasoning to
the bilinear method, but based on a new auxiliary transfer
function, called interpositional transfer functions (IPTFs),
which leads to lower complexity than that of the bilinear
interpolation without perceptible losses in the modeling
accuracy.

Since the IPTFs can be represented by models of re-
duced order without implying substantial deviations in the
overall model, the proposed method exhibits reduced com-
putational complexity.

For the sake of completeness, the present work starts by
reviewing the definition and use of IPTFs for the interpo-
lation of HRTFs [12]. The computation of the interpola-
tion weights is generalized for the case in which the azi-
muth measurement steps are elevation dependent. Then a
practical procedure to obtain a complete set of low-order
IPTFs is described. An interpolation scheme based on low-
order IPTFs is carefully assessed against the bilinear
method.

In the next section the IPTF is defined. In Section 2 the
IPTF-based interpolation method is presented in detail.
Comparisons between the performances of the IPTF-based
and the bilinear interpolations are presented in Section 3.
In Section 4 the simplification of IPTFs is achieved
through balanced model reduction [13] with the aid of a
spectral smoothing tool [14]. Section 5 describes and dis-
cusses the experimental results. Conclusions are drawn in
Section 6.

1 INTERPOSITIONAL TRANSFER FUNCTION (IPTF)

A practical set of HRTFs is composed of pairs of func-
tions, each pair corresponding to one predefined location
of the sound source. As seen in Fig. 2(a) the sound paths
from the sound source to the listener’s nearer and farther
ears are referred to as ipsi- and contralateral HRTFs, re-
spectively. Fig. 2(b) shows the alternative representation
for the HRTF pair proposed in [11]. In that work the
authors show that it is possible to represent the pair of ipsi-
and contralateral HRTFs associated with a given position
as depicted in Fig. 2, where the ratio between contra- and
ipsilateral HRTFs is called interaural transfer function
(IATF)2. The ipsilateral HRTF is chosen to be modeled
directly since it conveys no information about sound dif-
fraction on the head, thus allowing lower order modeling
than the contralateral function [11]. In addition, the IATF
is a ratio between two similar transfer functions, which
allows for low-order modeling. Therefore the IATF-based
configuration yields a more efficient realization of the
contralateral HRTF.

Intuitively one can expect that HRTFs from near posi-
tions to the same ear should be very similar. This obser-
vation inspires the idea of defining an IPTF, which allows
the calculation of the HRTF associated with a certain po-
sition as a cascade of the HRTF from a contiguous posi-
tion and an incremental error function of reduced order.

The IPTF can be defined as

IPTFi,f =
HRTFf

HRTFi
(3)

2In the original work the interaural transfer function is called
ITF. Here the notation IATF is adopted to avoid ambiguity.

Fig. 1. Bilinear interpolation—graphical interpretation. Fig. 2. HRTF modeling. (a) Direct. (b) IATF-based.
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where HRTFi and HRTFf are the HRTFs associated with
the initial and final points, respectively, as shown in Fig.
3. Note that all the vectors were drawn opposite to the
direction of true sound paths to make the generation of
HRTFf starting from HRTFi clearer.

In order to guarantee the stability of the IPTFs it suf-
fices that HRTFf and HRTFi have minimum phase. This
characteristic does not seem to affect the perception of the
direction of arrival of the generated sound [15]. On the
other hand, the difference between the time delays of left
and right HRTFs—called interaural time difference (ITD)
[9]—is crucial for the perceptual determination of sound
direction. As a consequence, the inherent delays of the
original HRTFs must be preserved, since they represent
the propagation time from the sound source to the ears. In
a practical implementation these initial delays could be
extracted from the impulse responses and saved, whereas
the remaining responses could be transformed into their
minimum-phase versions. Then the saved delays would be
associated back to the minimum-phase transfer function.
An alternative approach consists of deriving the mini-
mum-phase versions of HRTFf and HRTFi, and then
evaluating the relative delays of the original and mini-
mum-phase versions based only on the linear component
of their excess of phase [2].

The availability of an efficient approximation for the
IPTFs is assumed here. This topic will be specifically
discussed in Section 4.

2 IPTF-BASED INTERPOLATION OF HRTFs

The IPTF-based interpolation follows the same basic
principle as the bilinear method. However, in the former
method just three HRTFs are used for interpolating an-
other one. In addition, two of them can be indirectly ap-
proximated using reduced-order IPTFs, which further con-
tributes to reduce the computational cost of the synthesis
procedure. Due to the three-function implementation, the
spherical surface must be divided into triangular regions.

Once the triangular regions are chosen, the HRTF for a
given point P will be calculated using the HRTFs related
to the three vertices of that region. Fig. 4 depicts two
different situations in the same quadrangular region of the
reference sphere grid for which measured HRTFs are
available for points A, B, C, and D, whereas the HRTFs
associated with point P are to be estimated. From Fig. 4(a)
one can see that, given the arbitrary position P to be de-
scribed, the vertices of the P region are denoted by A, B,

and C, with A and B having the same elevation. The
coordinates of the nearest point (A in this example) will be
associated with the original HRTF, whereas the coordi-
nates of the other two points will be related to the IPTF-
approximated HRTFs. Now the HRTF associated with P
can be estimated through a weighted mean of the HRTFs
associated with A, B, and C. It is important to note that all
the points inside the shaded region are interpolated using
the HRTFs related to these three points, of which two are
approximations and the nearest one is an original HRTF.
Another example is shown in Fig. 4(b), where another
point P is inside a different ABC region. Notice that the
vertices were relabeled to allow referring to the vertices
with the same elevation in the shaded region as A and B,
like before. In this new figure the nearest vertex is C,
which will be associated with an original HRTF.

According to the assignment of these vertices, an HRTF
related to P can be described by

HRTFP = wAHRTFA + wBHRTFB + wCHRTFC (4)

where

wC =
��

��grid
(5)

wB =
��

��grid
(6)

wA + wB + wC = 1 (7)

and the required angular distances are shown in Fig. 5 and
defined by

�� = �P − �A (8)

�� = �P − �X (9)

��A = �P − �A (10)

��AC = �C − �A (11)

��grid = �B − �A (12)

��grid = �C − �A. (13)

Since

��

��grid
=

��A − ��

��AC
(14)

Fig. 4. Details of reference spherical surface. A, B, C, and D have
known HRTFs; P is the position requiring an interpolated ap-
proximation to the HRTF.Fig. 3. IPTF-computed HRTFf—graphical interpretation.

PAPERS IPTFs FOR 3D-SOUND GENERATION

J. Audio Eng. Soc., Vol. 52, No. 9, 2004 September 917



one can get

�� = ��A −
��

��grid
��AC . (15)

Denoting by I the vertex nearest to P and by F� and F�

the other two vertices that form the triangular region
around P, according to Fig. 5, the IPTF-based interpolation
can be written as

HRTFP = �HRTFI + �HRTFF�
+ �HRTFF�

= HRTFI�� + �IPTFI,F�
+ �IPTFI,F�

� (16)

where IPTFI,F�
and IPTFI,F�

are defined by Eq. (3). The
coefficients �, �, and � are chosen according to the as-
signment of the labels I, F�, and F�. As an example, in Fig.
5 A, B, and C are equivalent to I, F�, and F�, respectively.
Therefore Eq. (16) becomes

HRTFP = wAHRTFA + wBHRTFB + wCHRTFC

= HRTFA�wA + wBIPTFA,B + wCIPTFA,C�. (17)

It is worth mentioning that this triangular configuration
is closely related to the formulation of the vector-based
amplitude panning method [16] for virtual source position-
ing, in the specific case of three loudspeakers. This issue
will not be discussed here.

The block diagram of Fig. 6 illustrates the interpolation
procedure for both the left and right channels (identified

by superscripts l and r, respectively). In this diagram the
HRTF and IPTF blocks represent the transfer functions
without their inherent delays. In a simpler approximation
procedure, the delay of HRTFI

l,r, DI
l,r, is merged with those

of the IPTFs, dI,F�

l,r , and dI,F�

l,r , so that the inherent delay and
the minimum-phase version of the desired HRTF can be
interpolated separately [3]. The resulting delay

�l,r = �DI
l,r + ��DI

l,r + dI,F�

l,r � + ��DI
l,r + dI,F�

l,r � (18)

= �� + � + ��DI
l,r + �dI,F�

l,r + �dI,F�

l,r (19)

= DI
l,r + �dI,F�

l,r + �dI,F�

l,r (20)

can be implemented using fractional delay filters [17].
It is worth mentioning that the use of low-order IPTFs

is the core of the simplification attainable by the IPTF-
based interpolation. The gain in computational efficiency
that results from applying a triangular configuration di-
rectly to the measured HRTFs is trivial and, with no fur-
ther consideration, amounts roughly to 25% compared to
the quadrangular geometry associated with the bilinear
method. In fact, three-point linear combination methods
were attempted earlier [2]. In addition to the triangular
formulation, the possibility of designing IPTFs using low-
order models is what makes the proposed method appeal-
ing with regard to computational complexity. This issue is
discussed in greater detail in the following sections.

3 IPTF-BASED VERSUS BILINEAR METHOD

In this section the performance of the IPTF-based in-
terpolation method is compared to that of the bilinear
method by evaluating their frequency response for a de-
fined range of azimuth and elevation angles.

Initially only differences in geometry and in weight cal-
culations are considered, that is, the IPTF-based interpo-
lation takes the IPTFs in Eq. (3) as the direct ratio between
the corresponding HRTFs without any simplification,
which can be considered as a triangular interpolation ap-
plied to the HRTFs, in the form

HRTFP � �HRTFI + �HRTFF�
+ �HRTFF�

. (21)
Fig. 5. Angular distances used to obtain parameters wA, wB,
and wC.

Fig. 6. Block diagram of IPTF-based interpolation procedure.
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The underlying idea behind the tests consists in con-
fronting the spatial frequency response surfaces (SFRSs)
[18], [19] of the results from both interpolation methods.
Each SFRS shows, for a given frequency, the dependence
of the magnitude response on the changes in elevation and
azimuth.

The equations of the bilinear interpolation are originally
defined for equally spaced grids in both � and �. In order
to provide a fair comparison between the two methods, the
range of evaluation of the bilinear interpolation was re-
stricted to −20° < � < 20°, where the available set of
HRTFs is spaced uniformly (see Table 1).

All simulations in this work used a set of 128-sample-
long measured HRIRs sampled at 44.1 kHz, originated
from [3]. They are available for elevation steps of 10° and
variable azimuth steps, as shown in Table 1.

Figs. 7–10 provide a visual comparison of performances
of the IPTF and bilinear methods. The first and second
columns show the SRFSs related to the bilinear (|HB(�, �,
�)|) and the IPTF-based (|HIPTF(�, �, �)|) interpolations,
respectively. Different magnitude scales were adopted ac-
cording to the dynamic range at each frequency bin. Only
left-ear HRTFs are considered, since the opposite func-
tions can be inferred by symmetry. The frequency bins are
chosen according to [18].

To improve readability, the third column illustrates the
difference in dB between the two SFRSs in the same row,
given by

���, �, �� = 20 log10� |HIPTF��, �, ��|
|HB��, �, ��| �. (22)

This time a lighter region means small differences (near
zero) between correspondent SFRSs. The same range was
chosen for all figures in this column in order to make the
comparison between different frequency bins easier.

In spite of the occurrence of more noticeable differences
around the azimuth angle of 90° (the region more strongly
affected by head diffraction), the equivalence between the
two methods is confirmed by the small differences ob-
served. It can also be noticed that the worst cases are
related to low-energy regions of the SFRSs.

Of course, the mere use of the IPTFs, computed as the
direct ratio between the corresponding HRTFs without any
simplification, does not yield an improvement in compu-
tational complexity. Since the purpose of this work is to
propose efficient spatial sound generation, the next step is
to investigate whether the IPTF model can be reduced, as
expected.

Assuming that each HRTF directly used in the interpo-
lation procedure requires N multiplications per sample
(mps), the complexity of the bilinear interpolation is

Cbilinear � 4N + 12 mps. (23)

On the other hand, if each approximated IPTF requires M
mps, the IPTF-based interpolation scheme requires

CIPTF-based � 2M + N + 7 mps. (24)

Therefore the latter exhibits lower computational com-
plexity if

M 	
3N + 5

2
. (25)

For the HRTFs used in the simulations [3] (which have N
� 128), that means M 
 194. On the other hand, it is also
possible to take advantage of efficient approximations of
HRTFs [9], which allow for model-order reduction. For
example, assuming N � 33, which is the lowest order
attained in [9], making M < 52 would suffice to turn the
IPTF-based interpolation less expensive computationally.

It should be noticed that since the IPTF-based interpo-
lation procedure utilizes a triangular grid, the number of
regions visited by the virtual sound source is increased. As
a result, if any special procedure is necessary at the edge
crossings3, it can result in additional computational load.
Of course, at high sampling rates (such as 44.1 kHz) and for
not too fast movements, this overhead becomes irrelevant.

The remaining issue is how much can the IPTFs be
simplified so that the approximation errors are acceptable?
The next section describes some tools to approximate a
complete set of IPTFs.

4 ORDER REDUCTION OF IPTFs

4.1 Balanced-Model Truncation
In [8] the authors apply the balanced-model truncation

or reduction (BMR) to decrease the order of HRTFs. Since
the measured HRTFs are in FIR form, the specialized
BMR algorithm that approximates FIR filters by low-order
IIR filters described in [13] is used. In the present work the
IPTF is the ratio of two HRTFs, and thus it is originally an
IIR system. Therefore the simpler formulation of [13] can-
not be used. Nevertheless, the balanced-model reduction
method, in its general formulation, is applicable to the IIR
case and is found to be effective in reducing the order of
the IPTFs. In the following, a review of the balanced-
model reduction is presented.

The state-space representation of a system in which the
grammians of its observability and controllability matrices
(see the discussion leading to Eqs. (29) and (30) below)
are both diagonal and equal is called a balanced model.
The main advantage of this type of model is the possibility
of ordering the system states based on their significance to
the representation of the system characteristics. This is a
very important feature, which allows model simplification
by direct truncation, that is, by discarding its “less impor-
tant” states.

3More on this topic in Section 5.

Table 1. Azimuth measurement steps.

Elevation �
(deg)

Azimuth resolution �grid

(deg)

−20 to 20 5
−30 and 30 6
−40 and 40 45/7
50 8
60 10
70 15
80 30

PAPERS IPTFs FOR 3D-SOUND GENERATION

J. Audio Eng. Soc., Vol. 52, No. 9, 2004 September 919



Consider the state-space representation of an IPTF,

x�k + 1� = Ax�k� + bu�k�

y�k� = cTx�k� + du�k�
(26)

where A, b, c, and d are the transition matrix, input vector,
output vector, and feedforward coefficient, respectively.
x(k) is the state vector at instant k, and u(k) and y(k) are the
input and output signals at instant k, respectively.

Fig. 7. Comparison of SFRSs.—I. (a) Bilinear. (b) IPTF-based. (c) Difference in dB.
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Define

Wo � [c ATc . . . (AT)i

c . . . ]T (27)

and

Wc � [b Ab . . . Aib . . . ] (28)
for i � 1, 2, 3, . . . , as the observability and controllability
matrices of the system, respectively. Their respective
grammian matrices are given by

P � WcWc
T (29)

and

Q � Wo
TWo. (30)

If rank [A] � J, the rank-J Hankel matrix

H = WoWc = �
h1 h2 · · ·

h2 h3

···
· · ·
� (31)

Fig. 8. Comparison of SFRSs—II. (a) Bilinear. (b) IPTF-based. (c) Difference in dB.
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can be constructed, where

hi � cT Ai−1 b, i � 1, 2, 3, . . . (32)

are the samples of the system impulse response.
Now H can be decomposed as

H � V1�V2 (33)

where � is the matrix containing the singular values
�1, . . . , �J of H along the first J positions of its main

diagonal, by convention arranged in descending order of
their magnitudes [20]. Let ∑ be the upper left J × J sub-
matrix of �.

Since the square of each singular value of H, �i
2, is

equal to a corresponding eigenvalue of the product PQ
[21], [13], denoted by i, for i � 1, 2, 3, . . . , then

PQ � K∑2K−1. (34)

Fig. 9. Comparison of SFRSs—III. (a) Bilinear. (b) IPTF-based. (c) Difference in dB.
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Hence one can show that the grammians Pb and Qb of the
desired balanced system must be such that

Pb = Qb = � = diag��1, . . . , �J�

= diag��1, . . . , �J�.
(35)

Then the transformation that turns the original system (A,
b, c, and d) into its balanced form (Ab, bb, cb, and d)
through

Ab � T−1 AT, bb � T−1 b, cb � TT c (36)

is

T � S−1 U∑1/2 (37)

where S results from decomposing the matrix Q into the
form

Q � STS. (38)

Matrices U and ∑ can be computed from the following
decomposition:

SPST � U∑2UT (39)

where

UUT � I. (40)

Note that Eq. (39) holds since SPST � SPQS−1 is sym-
metric and has the same eigenvalues as the product PQ.

Consider the case where, according to some error cri-
terion, only the j < J larger singular values are judged to be
sufficient to describe the IPTF. In this case matrix ∑ can
be written in the form

� =��1 0

0 �2
� (41)

where 0 are null matrices and

�1 = diag��1, . . . , �j� (42)

�2 = diag��j+1, . . . , �J�. (43)

Accordingly the balanced-model matrices can be de-
composed into

Ab =�A1,1 A1,2

A2,1 A2,2
�, bb =�b1

b2
�, cb =�c1

c2
�

(44)

such that (A1,1, b1, c1, and d) are the state-space matrices
of the subsystem of order j that can approximate the origi-
nal IPTF accurately.

The last step, if desired, consists of converting the state-
space representation back to the transfer function form.

4.2 Spectral Smoothing
The design of IPTFs through the balanced-model reduc-

tion method has some peculiarities. Since the target fre-
quency response results from the ratio of two HRTFs, it
may include a number of sharp spectral peaks and valleys
at some locations. As a consequence, numerical problems
may arise during the simplification procedure.

On the other hand, psychoacoustics shows that fre-
quency discrimination in human hearing varies with fre-
quency in such a way that it becomes coarser as the fre-
quency increases. To some extent the logarithmic western
musical scale is a consequence of this phenomenon [22],
[23]. Furthermore, measured HRIRs tend to be less reli-
able at higher frequencies where, due to the sound attenu-
ation, measurements have lower signal-to-noise ratios.

Considering the aforementioned facts, one can think of
applying a spectral smoother to the HRTF response in
such a way that the degree of smoothness increases toward
the higher frequencies of IPTFs. For instance, the
smoothed spectral response at any frequency f can be com-
puted as the average spectral response within the range
delimited by the frequencies

f1 =
f

�K
, f2 = f �K (45)

which are geometrically equidistant from f by a factor of
√K. In the DFT domain with the dc frequency indexed as

Fig. 10. Comparison of SFRSs—IV. (a) Bilinear. (b) IPTF-based. (c) Difference in dB.
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n � 0, if f is the frequency associated with the spectral bin
n, the corresponding indices of the approximated limit
frequencies can be obtained by

n1 = � n

�K�, n2 = �n �K� (46)

respectively, denoting ��� as the lowest integer greater than
or equal to (�) and ��� as the greatest integer lower than or
equal to (�). The value of K � 2a gives a window width of
a octaves. For example, using K � 21/3 one defines a
one-third-octave range [9], [24]. However, a fixed value
for K may not smooth the high-frequency range of the
HRTFs sufficiently without degrading the low-frequency
range. Then a linearly varying value K(n) given by

K�n� = 1 − n
1 − K

L�2 − 1
(47)

was defined, where L is the FFT length. A constant K �
21/6 was chosen, resulting in a one-sixth-octave window
width at n � L/2 − 1.

Two smoothing methods are considered, namely, the
square magnitude [9] and the complex frequency response
[14] methods, where in each case an average is computed
on a sliding window. In the former, smoothing is attained
by computing the arithmetic average of the squared mag-
nitude response in the window range and taking the square
root of the result, that is,

|Hs�n�| =� 1

n2 − n1 + 1 �
l=n1

n2

|Ho�l�|2 (48)

where Ho(n) and Hs(n) are, respectively, the original and
the smoothed frequency responses. The latter method
takes into account the phase information by computing the
mean over the complex frequency response, which can be
expressed as

Hs�n� =
1

n2 − n1 + 1 �
l=n1

n2

Ho�l�. (49)

These two methods are based on the arithmetic mean,
which treats peak and valley occurrences differently. An
alternative solution is to replace the arithmetic mean by
the geometric mean in Eq. (49). Thus Eq. (49) becomes

Hs�n� =
n2−n1+1��

l=n1

n2

Ho�l�. (50)

In each case n1 and n2 are expressed by Eq. (46).
When using spectral smoothing in the design of low-

order IPTFs it was verified that the smoother design given
by Eq. (50) is more suitable. Smoothing was applied to the
spectrum of each HRTF during the minimum-phase trans-
formation algorithm [4], [24] prior to log-magnitude op-
eration (see [25, p. 784]).

4.3 Order Reduction Algorithm
The techniques mentioned in the preceding are the basic

tools to build a complete set of low-order IPTFs. In the end
these IPTFs are used together with measured HRTFs to
implement an efficient moving sound system.

The procedure to obtain a complete set of IPTFs con-
sists of three stages.

• Each HRTF on the reference spherical surface grid is
transformed into its smoothed minimum-phase version.

• For each smoothed HRTF one IPTF is defined with
respect to each of its four contiguous HRTFs.

• Balanced-model reduction is applied to each previously
defined IPTF in order to obtain a reduced-order model
by which the IPTF can be well represented.

In fact, this strategy implies redundancy since two IPTFs
can be defined for each two contiguous HRTFs, depending
on the choice of HRTFf and HRTFi in Eq. (3). Obviously
only one low-order IPTF per HRTF pair needs to be saved.
However, redundant functions allow the choice of the
function that matches the response of the original HRTF
ratio best. This flexibility also helps to deal with cases that
exhibit numerical problems.

5 EXPERIMENTAL RESULTS

In Section 3 a graphical comparison between the per-
formances of the IPTF-based and the bilinear interpolation
methods was provided. In the following, the results of
IPTF-based interpolation with reduced-order IPTFs are
compared with those obtained through IPTFs with no or-
der reduction. Once more, several SFRSs and their corre-
sponding differences are used for visualization. This
time elevation angles from −40° to 90° are considered,
thus covering the entire region with measured HRTFs.

Figs. 11–14 refer to left-ear HRTFs; right-ear sur-
faces can be obtained by simply inverting the azimuth
axis. Each row contains the SFRSs related to interpolation
through nonreduced-order (a) and tenth-order (b) IPTFs,
as well as their differences in dB (c). The scales and fre-
quency bins were chosen according to the criteria ex-
plained in Section 3.

One can observe again that corresponding SFRSs are
quite similar, exhibiting small differences. Even though
some discontinuities appear in these differences, they can
be considered negligible when compared to the overall
energy of each frequency bin, thus attesting to the reliabil-
ity of low-order IPTF modeling. Like before, the worst
case tends to occur around the azimuth angle of 90°.

A complete set of tenth-order IIR IPTFs was obtained
via the procedure described in Section 4.3, and all the
examples of model-order reduction shown refer to this set.
Each IPTF in this set corresponds to M � 21, satisfying
the efficiency bounds for N � 33 from Section 3 (M 

52). Thus the proposed interpolation method is more com-
putationally efficient than the bilinear method.

Since the complexity of the HRTFs around the refer-
ence sphere varies with the location, one could consider
using IPTFs of variable orders—lower order wherever
possible and higher order wherever needed. As a con-
sequence the processing time would vary with the posi-
tion. In real-time systems the worst-case time should be
considered.

Based on the aforementioned results, it is feasible to use
the IPTF-based interpolation in a simple moving sound
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system restricted only to angular positioning of a single
sound source. In this case the system receives successive
samples of the monaural signal as well as the information
related to the virtual source location on the reference
sphere. Then based on considerations about timing and
position accuracy, the reference points where the virtual
source must be located are defined.

When performing HRTF interpolation through the
IPTF-based method, the following procedure is followed.
For each point P in the source trajectory, the nearest mea-
sured HRTF is found as well as the two IPTFs that com-
plete the HRTF triangle around P. Then the HRTF in P is
interpolated according to Eq. (16) and used to process the
audio signal.

Fig. 11. Comparison of SFRSs—I. (a) Using nonreduced IPTFs. (b) Using tenth-order IPTFs. (c) Difference in dB.
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Finally it must be remembered that using the proposed
technique, switching between successive interpolated
HRTFs involves the switching of IIR filters whenever the
source crosses the boundary between triangles. With no
special treatment this introduces spurious transients that
may cause audible artifacts in the synthesized signal. IIR
filters involve the feedback of past outputs. When the filter
coefficients change, the saved outputs related to the old
filter make no more sense to the new one, thus creating the

transients. This problem has been addressed successfully
in [26], which proposes the redundancy of old and new
filter states as a way to minimize these effects. This strat-
egy should be included in the system.

Discussions on other time-varying issues, such as the
rate of position updates, will be addressed in future work.

A system with the characteristics described here was
implemented. Performance evaluation through informal
listening tests revealed that using the IPTF-based interpo-

Fig. 12. Comparison of SFRSs—II. (a) Using nonreduced IPTFs. (b) Using tenth-order IPTFs. (c) Difference in dB.
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lation with the designed set of tenth-order IPTFs yields
good results, comparable to those of a similar system
based on bilinear interpolation. Considering N � 33 [9]
and tenth-order IPTFs (M � 21) from Eq. (23), the bilin-
ear method requires 144 mps, whereas from Eq. (24) the
proposed method achieves 82 mps, saving up to 62 mps, or
more than 40% of the computational effort required by the
bilinear method. Notice, however, that comparing the tri-

angular interpolations performed directly on HRTFs and
through IPTFs, the gain in computational complexity is 2
× (N − M), which means 2 × 12 � 24 mps for the values
suggested here. Therefore the use of IPTFs alone saves up
to 24 mps over 106 mps, or more than 22%.4

4Some audio samples can be found at www.lps.ufrj.br/sound/
journals/JAES04.

Fig. 13. Comparison of SFRSs—III. (a) Using nonreduced IPTFs. (b) Using tenth-order IPTFs. (c) Difference in dB.
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6 CONCLUSION

A recently proposed method for the interpolation of
head-related transfer functions for binaural audio applica-
tions [12] was reviewed and extended. It combines a tri-
angular interpolation scheme with an auxiliary function
called interpositional transfer function, which can lead to
efficient implementations. Extensive simulations com-
pared IPTF-based and bilinear interpolations in terms of
accuracy and computational complexity.

A direct comparison between the bilinear interpolation
and the IPTF method indicates that the latter is more ef-
ficient in terms of computational complexity. The IPTF
method saves more than 40% of the operations required by
the bilinear one, thanks to the use of a triangular geometry
and also a reduced-order model to represent the IPTFs—
which alone accounts for up to 22% of the savings. For the
order-reduction task the balanced-model reduction and
spectral smoothing methods were proposed. The IPTF-
based interpolation method was used in a system that gen-
erates moving spatial sound, and the results were encour-
aging. Further investigations consist in proposing more
effective ways to simplify the IPTFs and the realization of
systematic listening tests to confirm the objective and in-
formal subjective results obtained.
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